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Janet:
And once again, I'd like to welcome you to Effectively Designing a Scalable and Reliable Database.  Today's presenter's Kimberly L. Tripp and she's the president and founder of sqlskills.com.  So, Kimberly, you have the floor.
Kimberly L. Tripp:
Wow, that was the shortest intro you've ever done… Janet, you threw me off.  I thought it would take longer.  So, guys, we are in quite the mood today.  Part ten of ten, which is really exciting.  I think what's most exciting to me at being part ten of ten is just that I'm able to refer back to so many of the other sessions, and you can go back to some of those sessions for some of the things today that I'm going to refer to, and then I'll expand on a few things, as well.  So, really what today is, is a summary of kind of the top things that you're going to run into being a database developer, maybe an administrator, for those of you that are, and really just trying to get better performance, better scalability, and better reliability out of your databases.  
So, you all know who I am.  I don’t think I need to spend too much time on this next slide here, but I have been really behind on getting my Q&A's posted.  I realize that and I apologize.  So, I don’t know what else to say.  It's something that I just like to add to my webcasts, and it's been a lot of work, and I just haven’t gotten to the last few.  So, I really do hope to get to that soon.  I don’t know if any of you know about some of the launch events coming up though, so the next couple of weeks are quite crazy busy, but one thing that's really exciting, that I just found out about yesterday, and in fact, you know what, I'm keeping a note of the things that I'm telling you I'm going to do.  And I've done this for all the sessions, so I do know what I've promised to do.  But if you didn’t know this, on Monday, is the SQL Server 2005 launch.  I don’t know how you could possibly not know this at this point.  But I will blog today, I promise.  Sometime today I will blog about the fact that they are going to broadcast the keynotes from the SQL Server launch in San Francisco live on Monday and It's Showtime, which is part of TechNet - Uh-oh, is that a big competitor for you guys, Janet?  But - she's not talking to…
Janet:
No, that's fine.
Kimberly L. Tripp:
Just kidding.  So, if you're interested, TechNet is actually broadcasting live that launch session for Monday, and then they're actually supplementing it with a bunch of other webcasts and downloads.  So, there's a lot of really great stuff that you guys have access to.  So, I'll blog about the - it's - I'm writing this down so I don’t forget.  It's Showtime - I just found out about this yesterday, too.  But the It's Showtime links to the launch presentation.  So, lots of great stuff going on over the next couple of weeks.  So, you should really stay tuned with everything that's going on around launch.  It's actually the VS/SQL/Biztalk launch that is on Monday, so that's really exciting.  I will make sure to blog at least that today, and I am going to bundle up the resources and post all of those and make sure that you guys have at least all of the links, and then slowly but surely, I'm getting through all those Q&A's.  So, I apologize.  You guys just have such great questions and I want to do them justice, and it just takes me time.  And it's been a little bit tough over the last few weeks.  But anyway, I'm going to get moving, 'cause I really want to get to our session today.  
I think - and the target of today is really to tell you what the most common roadblocks are for the database development environments that you guys are working in.  And what I tend to see is, I mean a great example is, someone came up to me once at a conference, where I was doing a pre-conference seminar, and I was doing an all day session on backup/restore.  And a couple of people told me, they're like, "Oh, my God.  An all day session on backup/restore.  What do you just point and click on in the UI and show people how to do that?  That's gotta be so boring."  And I kind of wanted to say, "You've never seen me present, have you?"  I do not just click in the UI and make it really boring.  But they said to me, they followed it with "Yeah, but I don’t even need backup/restore 'cause I have a cluster."  And I will never forget that because that is exactly the wrong kind of attitude and mentality of what a cluster is designed to provide.  How do I want to phrase this?  A failover cluster, SQL Server failover clustering, is an availability strategy that helps you fail over to another node in the cluster if there is some form of disaster, like a memory fault; blue screen of death; Windows kernel mode driver failure…  So, you have some type of server failure, the server crashes, and the cluster is smart enough to bring SQL Server up on another machine (i.e. node) that's configured as part of this cluster.  
This is not a clustering session at all, but my point is that the way that that works is through something called the shared disk array.  Well, if your disk array has a failure, like a really catastrophic failure, where you actually lose multiple drives in a RAID array, for example, then you will lose that database and you'll have to - you'll have to resolve your problems by using something like a backup.  So, the thing that was funny to me is that this person said, "I don’t want to take your backup session because I have a cluster," where if I look at a cluster environment and what it is designed to protect against, a backup is actually very critical to have in a failover cluster environment.  Especially if you don’t have some other technology to help you if you have a shared disk array failure.  So, my point is, you might learn some technology.  You might learn some feature.  And you might put it into place.  You might go through great lengths to put it into place.  But if that's not the problem that you end up having, then you may end up sacrificing time, performance, or availability (if it's a performance feature), to try to get something into place that you're really not having a problem with.  So, as great as some of these features are, good design and kind of knowing as much as possible about your system is very important.  If you're looking at availability and reliability, you need to know what your barriers are.  What are the things that you are trying to protect against?  Or if you're looking at performance, you need to know what the user's intentions are, and you need to know what the users are doing.  And then you have to design appropriately, index appropriately, and do all of the things that we've talked about in this series.  So, that's what I'm going to do today, is kind of bring it all together.  
So, the three primary areas in which I'd like you to focus - this is kind of my somewhat humorous but very important slide, you need to know your data.  Okay, so the first thing is that you need to understand your schema.  You need to understand what you're trying to store.  You need to get a really good feel for the activities that are going to occur, and just the number of rows, the volatility to those rows, the data type.  So, the first part is knowing your data.  But you're not done.  The next part is knowing your users.  Right?  You need to, as painful as it may be, you need to talk to your users.  You need to find out what their intentions are.  You need to get a feel for what their priorities are.  Sometimes I even sit down in a room with users with no computers, and literally just hand them pieces of paper that I say are your desktops.  This is your desktop.  And it's a piece of paper, and I give 'em a pen, and I say, "Tell me what you'd like to see.  Tell me what you're interested in seeing and how you want to get there."  And of course, I very much interact with them, but based on that, I can get a feel for the type of views that they want of their data.  I can get a feel for how they want to access their data.  And as a developer, I can develop the right UI, right?  And as a database developer, I can develop the right storage procedures and views to put into place to supplement that UI.  So, I have to know my users, okay.  And you have to talk to your users.  But - this is kind of the humorous part, but it's not really entirely just humor, third, users lie.  As much as a user says this is what they want to do, this is what they intend to do, when you actually get that database into production, that may not be what they're actually doing.  
So, as important as it is to talk to the users from a design perspective and really even, in my opinion, design the system around some of the things that they tell you, maybe not everything but some of the key factors that you know really correlate to the patterns of your data, as well, those are the things you can design for.  But you want to make sure that the users are doing what you think they're doing when you get into production.  So, how do you do that?  Well, never forget your goals and priorities, right.  And this is kind of an important point.  If you're making changes for scalability, don’t forget about availability.  Like a great example here is recovery model.  So, as much as you start designing for your users and designing for your data, always remember that improving scalability does not necessarily improve availability, and improving availability doesn’t necessarily improve scalability.  That's not always true.  Some features, some scalability features, can help to improve availability.  A great example would be something like peer-to-peer replication in SQL Server 2005, where you can have a scale-out configuration, and of course, if you have distributed your users across three different servers and one of the servers fail, you could have some type of middle tier that drives the users to one of the other servers.  Or you could just say, "Okay, three servers.  California's down but not Washington or Oregon."  There's a couple of different ways you can configure things.  So, some scalability improvements can help improve availability.  But some scalability improvements may negatively impact availability.  So, you have to know the feature.  You have to know what it is going to impact.  
Like a good example of one that might negatively impact your availability options would be recovery models.  And we talked quite a bit about that in sessions one and two.  And recovery models really are something that can help improve logging.  They can actually minimize logging.  But if you minimize logging, you might do so and minimize the number of options that you have for recovery.  So, I'm not going to go through all the features here.  That was the part one and two, where we spent all our time on that.  But the point is, be careful with what your goals are and how you're achieving them because you might just focus so much on scalability for a while that you forget its negative impact to availability.  Index rebuilds are another good example.  Maybe you don’t look at all the features related to online index builds, and we took some time talking about this in session five.  We talked about index rebuilds and how, if you have log types in your base table structure, then you won't be able to do an online index build, which means you go to rebuild the index to help improve that table's scalability, but by rebuilding the index in an offline manner, you're going to have to take that table offline and negatively impact your availability.  So, 2005 has ways to achieve this.  So, if you know the feature, and you know its limitations, and you've designed for it, remembering "This improves scalability and if I design it properly, I can also improve availability," then you're going to have a really strong win.  Now, changes for availability, don’t forget scalability.  I mean like I said, this is bidirectionally.  You want to make sure that you don’t focus on nothing but scalability, forgetting availability, but the converse is important, as well.  Our session, because this is more of a developer session, has been focused mostly on scalability.  And since we didn’t spend as much time on features like failover clustering, database mirroring, database snapshots, I just want to say that, if you start taking some other webcasts, because there have been some great webcasts done by the SQL Server team on MSDN and TechNet, even this month, there are still some scheduled for November and there were some at the second half of October.  
So, if you're making changes for availability, make sure you come back and think a little bit about some of the scalability things that we talked about and make sure that you understand what the possible impact of performance is with some of those features.  Like failover clustering really doesn’t have a major impact to performance.  Database mirroring might.  So, you just have to be a little bit aware of that.  And I know there is a webcast done by Mark Wistrom on database mirroring.  I can't remember the exact time for that.  So, there are some just great webcasts out there.  But just always think of the big picture.  So, that's a really key thing to do when you're designing.  So, the three primary areas, know your users, know your data, and know your system because it's not that users lie, it's just that they might not actually end up doing what you think they're doing.  And then, never forget the possible impact that each of these features are going to have both directions.  So, now, how did we get here?  Well, we had nine sessions before today.  We talked about the interaction and data and log.  We talked about recovery models.  We talked about design techniques and table optimization strategies.  We talked about best practices, and indexes, and base table creation, and some helpful tools to better index, like DTA.  We talked about fragmentation and how to minimize that, and some of the new features for detecting fragmentation.  We talked about trying to keep your index rebuilds online.  We talked about isolation in terms of isolation levels and locking, and how locking can lead to blocking, and how some of the new features, like snapshot isolation, help to minimize that.  We talked about optimizing procedural code.  And the key point, the reason I did this is, I wanted to start from the ground up.  We started with the database structure.  We then talked about the database environment.  Then we talked about the [database] behavior.  We talked about their structures.  We talked about keeping the structures efficient.  We talked about transactions and isolation.  
And then what about procedures and optimizing that code?  And then we started to talk about even more complex design strategies, like partitioning.  And then at the end, session nine, we kind of brought it together with profiling.  So, what am I going to do today?  What's my main goal for today?  My main goal for today is to hit the highlights of the top things in each one of those sessions that I want to remind you of.  I want you to go back to, and even maybe throw in a couple of new demos to keep it a little bit interesting.  And I want you guys to ask questions.  So, I'm going to start watching for the questions, and looks like you guys are mostly complaining about my not putting my Q&A's out there, but I promise I will do that.  I've just been a little bit behind.  
So, let's see.  We’ll demo when necessary - yeah.  And I think we're good here.  And how did we get here.  Okay.  So, we started with "How do you know your data?"  So, designing for performance is really the category of the topics that we're really - Parts one, two, three, and eight even.  So, just to hit some of the highlights.  And again, I strongly suggest if you want to have any questions - let's see.  Okay, cool.  So, no questions so far that are technical.  So, go ahead and start popping in those technical questions, especially on this topic, designing for performance.  Database creation is where we started.  And when you create the database, the placement of data and log is really important to help improve that database's performance because - and this is an important point to just remember, every database has one transaction log.  
So, all of the log activity has to go to that single transaction log.  If that transaction log is very active because you have a very active database, and it's on a hard drive that is not dedicated or has other things actively processing on it, then you'll have a lot of contention, and that can slow your database down.  And then we also talked a lot about the availability impact of the types of drives that you're placing your data and log on.  And then we talked about what about keeping them contiguous and not fragmented.  So, the best things you can do, just to kind of quickly summarize that, defrag your hard drive, create your data portion on preferably a dedicated drive, but it's not nearly as critical as putting your log on a dedicated drive.  And the log is more important for recovery, so you want to make sure that, not only is it dedicated, but it's redundant with something like mirroring.  You want it to be as optimal as possible.  So, I would go with mirroring over things like RAID 5 with parity, striping basically.  So, placement of data and log is important.  Then we also talked about internal fragmentation of the database log files.  And I went through some steps to help clean up internal fragmentation.  So, that's important.  So, once you get that database created, then the next question is, "How do you keep it optimal and not fragmented?"  
So, I do have one technical question that's come in on multiple data files.  So, I want to look at this one.  So, it's says, "When do we use multiple data files vs. a single data file?  For example, I have a few tables which store PDF files as binary data.  Does it help to have it as a separate data file?"  Interesting.  Actually, that's an interesting scenario.  It sounds to me like what you have are LOB types and maybe, because the PDF would probably qualify as a lob type.  So, what I mean by lob type, just to remind you guys, is a large object type.  So, the way that you would store the large object type is, in a varbinary(max), or a varchar(max), it's probably not character data though, as a PDF.  You said binary, so it's going to be a varbinary(max).  When you create your table, there is an option where you can say 'text image on' and that will direct the text image data for a table, the actual LOB data structures, to their own location within the database.  So, the helpful thing in that is that you can create a database with multiple files and you can have the table's data within one file and its LOB data within another.  And that can help you from backup/restore perspective.  It can help you from a better balancing perspective, because your PDFs might be quite large, but to add a little bit more to that, some of the other benefits would just be the manageability and the ability to backup the PDFs less often then you back up the primary metadata that you have for the PDF's.  Because what people do is, they'll store maybe a category of the file, the file name, maybe some other details of who created the file, when the file was created, in a table, and then they have the PDF, as well.  Or it might not even be a PDF.  It might be a bitmap.  It might be a doc file.  It might be a rich text file.  
So, all sorts of different types of files.  Well, here is one of the tips that I know I talked about in session three that would be a really good and important in this particular case.  If you do put that all in one table, even if you separate the image data to a second file, using the 'text image on' clause, one of the negatives is that that table will have LOB types.  Which means the clustered index, which remember that the leaf level of a clustered index includes the data, which means if you try to do an index rebuild on a table that has LOB data, it cannot be done online.  So, the key points that I want to bring together, the ____________ real me.  If I want to tell you what I would do in SQL 2005 in this specific case, is I would actually not only have multiple files, I would have multiple tables.  I mean if I'm trying to keep and make this table highly available, and maybe I don’t need the PDF on every single query, or the image, or the RTF, or whatever it is, what I would probably do is design one table of the Metadata stuff that I mentioned, like the file name, and when it was created, and who created it, and it's file type, because that, you might want to make more highly available.  Then I might create another table that has a one to one relationship.  The primary key of this secondary table is a foreign key to the primary key of the Metadata table.  And what I would do there is then put that table on its own file group so that it's isolated and I have the manageability benefits, and now I also have the ability, if a lot of data's coming in, to do online index build of that Metadata table without having to take it offline, because 2005 will support that.  
So, this is a great question and I'm pretty much convinced, after spending so much time on this one question, and I'll probably do this quite a bit today - you know what I'm going to do?  I'm going to have today's session transcribed and than I can have the transcript out to you guys within a couple of days, and then I don’t have to do a written Q&A for this one, and you'll have it faster.  So, I'm writing a little note to me to talk to my transcriber folks and I will have today's session transcribed.  So, that'll be really good and you guys can refer back to that.  So, to summarize this, session three is probably the best to go back to for vertical partitioning, which is really a form of creating multiple tables.  So, vertical partitions.  And then session five would be the one to go back to for online index builds.  And I think those will give you the best reminders for exactly what you're looking for here, but it's a fantastic question.  And I may add one more thing because I think some of you guys have also asked me in some of the Q&A's, should you just have multiple, even if they're on the same hard drive?  And the thing that I want to say here is, no.  I mean in many cases, no.  If you just want to put all of your data in one file group, and then should that file have multiple files, if those files are not on separate hard drives, I would not recommend doing that.  Some people have asked me, "But I've heard that taking my data base and putting three files in a file group is better than just having one file, even if it's on the same hard drive."  And while that's actually true in some cases, the majority of cases, it's not true, and it can actually cause you negative.  And I know there's been some other sessions on hard drives and splitting things out, and that can be useful, but I know I've answered this in some of my earlier Q&A's.  So, that's a great point to make.  

All right.  Another question that actually dovetails on my vertical partitioning one, and this is a great question, actually, it's phenomenal, I totally agree.  It says, "From what I've learned in previous sessions, we've started using vertical partitioning, but what we've found is that the manageability essentially of the inserts and the updates become more complex because you have to insert into the Metadata table, for example, and then you have to insert into the PDF table."  That's absolutely true.  I will totally agree.  There is absolutely no real way, there's no feature, that helps you minimize the complexity of vertical partitioning.  So, you're absolutely right on his one.  It is true that vertical partitioning does make your database design more complex, and it does require that users and developer using that database have to aware of the vertical partitioning.  What I would recommend to maybe simplify this, are stored procedures to simplify some of the inserts.  
So, stored procedures - to simplify them - I'm just putting this in here so I don’t forget, so to simplify inserts, updates, and deletes, so, store procedures to simplify that and what I would also recommend is, views to help simplify query performance.  However, the thing that I want to stress is, that if you use a view and you have a view that doesn’t join across these tables all the time, and users don’t need data from both of the tables, the fact that the view does the join will actually add some overhead, even if they don’t go to that table.  Because a join says "I only want to see the rows that intersect," and if not every row intersects, then they have to determine that.  So, what I would really stress here is, that I would use very specific views on each of the partitions and I would try to target the users to the specific view that has only the data that they need, not joining it together for every query, because that will actually slow you down.  So, the point is that if you make a more complex schema, 'cause I totally agree with you, Mark, if you create a more complex schema then what you're going to need to do is create views that target the right areas.  And then you're going to create this later - this interface of views and stored procedures and have the applications go through those.  And that should help minimize the complexities.  But I totally agree with you that if you vertically partition, you are going to add a complexity there.  

Okay.  So, another question.  Should you use multiple files for your transaction log, even if they are on the same drive?  This is a phenomenal question and the answer is very easy.  I would absolutely never, ever use multiple log files.  So, I know that sounded a little harsh, but this is a common misconception.  I would absolutely never, ever have multiple files for the transaction log.  It's a great question, and the reason why it's such a great question is, transaction log files are not used the same way that multiple data files are used.  SQL Server does data balancing across data files.  If there are three files on three hard drives, and you have a big object, SQL Server's going to use one file, then the next file, then the next file, and you get better disk utilization across those files.  That is not true for the transaction log.  
The transaction log is always used serially, meaning they'll use the first file, then the next file, then the next file, then the next file.  So, the point is, even if you have multiple files, there is no performance benefit in doing so.  If you want a performance benefit, you should actually put the single transaction log on a fast, efficient RAID array, like a RAID 10, with four disks, which really would be for a very high end system, but you could put the transaction log on a RAID 10, RAID array and give it benefits of mirroring and striping, and that's going to give you really the best benefits.  So, transaction log files should be just one and isolated, and that's a great question.  So, yeah, that's - so somebody's going, "Well, wait a minute.  Why does SQL Server allow you to have multiple transaction logs if this feature should not be used?"  I could argue that it's maybe a backward compatibility issue, but I'd say more than anything, its capacity, capacity.  The reason why it's capacity is that, if you just don’t have enough room, you could extend the log to another drive.  Now most of you'd be going, "Yeah, but hasn’t she told us to keep our transaction logs small by doing regular and automated backups?  So, why would we ever need a large capacity?"  And the answer is - good point.  If you do maintain and manage your transaction log, then yes, you shouldn’t have a large transaction log.  Therefore, you shouldn’t need that capacity.  So, that's a great question.  
And this is really funny.  Two of you have now asked one on tempdb.  Tempdb is a special case.  This is a - and it's great that two of you asked this.  What you guys want to read is knowledge-based article 328551, and I know it's really pathetic that I know that one off the top of my head, but 328551 is talking about optimizing tempdb, which is a very special case.  And the questions you guys just asked - right at the same time, which was what was even funnier is, "Is it correct that you should have one tempdb file per physical processor on a multiprocessor machine?"  And then the other question was, "But don’t you need multiple files for tempdb?"  So, the quick answer, I'm going to put this in here again is, knowledge base article 328551.  I'm going to post that to everybody and the answer really of multiple files for tempdb is maybe.  So, let me add more to this, okay?  In SQL 2000 or 2005, for that matter, tempdb is a very active database.  It's a very active database for many reasons in 2005, but in 2000, the primary reason that tempdb is so active is because it has a lot of objects being created in it.  Object creation has to go - when an object is created, they have to go to a system area of the database, which is actually called the s-gam and the gam, to see where they could allocate space for this new object.  Well, if you have a lot of objects being created, new object, new object, new object, then these - it's really this thing called an s-gam, this s-gam gets pummeled with requests.  
So, you start to have a bottleneck.  Well, if there's only one s-gam because there's only one file, that's where you start to have your bottleneck.  So, for tempdb, because of the rapid-fire new object creations, the recommendation on a multiprocessor, which should be able to handle many requests, is to have multiple files.  Do you want to have one file per processor?  Not necessarily, okay.  You don’t probably have that many requests to warrant it.  But what the recommendation is in general, and you should read knowledge base 328551, but the general recommendation is to start with roughly 25 to 50% of the number of CPU's that you have for files for tempdb, even if they're on the same drive.  So, this is again, an exception of the rule in many ways.  So, if you have an eight-way, you have eight processors, then you may want to start tempdb out with two or four files.  And in doing so, you may be able to significantly reduce any bottlenecks created by massive object creations.  And why this doesn’t apply to the databases, why this doesn’t apply to your databases is because your databases just don’t have this high intensity of object creation.  Now, I suppose if you do have a database that has a high intensity of object creation, I don’t really know why you do, but you do maybe want to have multiple files there.  And that's why I said it's hard to say always on everything I'm talking about.  But sometimes in a database you might want multiple files to minimize some of those impacts.  ]

So, another question here, and I think this will be our last one on our files, 'cause it's the last one on my cue one files, it does - on an earlier Q&A about multiple files in a file group, it said multiple files can help striping and - oh, yes, yes.  That wasn’t my Q&A or my session, but I'm sure somebody's mentioned that before.  It is true that a backup which tries to run at device speeds essentially, if it has multiple files, you might be able to actually get a little bit better through put for backup/restore.  And that is true.  That is true.  But I don’t know if I would spend a lot of time optimizing solely for backup/restore and that's where not doing that all the time is really the best choice.  I would look at really having multiple files across multiple drives before I would just put multiple files on the same drive.  But that's a good point.  So, okay, cool.
And I think I've got the ones on the data placement and logs.  So, this is good.  So, then we moved into recovery models.  And the thing about recovery models, the key thing to make a point there, that was part 2, is that there are three recovery models and the default recovery model, which is the full recovery model, logs everything fully.  And while that's extremely beneficial for availability, it does cost a little bit in overhead to log everything so fully, especially really intense operations, like bulk operations, like a bulk load.  Or a really large index operation is another one that's kind of a bulk operation.  Or a text image manipulation to a really large object could be run as a bulk operation.  In fact, there are four operations that really fall into that criteria.  And I know I went through those in that session, part two.  If you have a lot of those really large, bulk operations, like a great example is if you're building a data warehouse at night, what you may want to do - or even you're just loading in a large table from another environment at night, what you may want to do is switch your recovery model.  
So, the point there is that recovery models, while there is a default recovery model, there are other recovery models that are options in certain environments that can end up reducing the amount of logging that occurs for some operations.  And that's the point, some, and only some operations.  It's a very small list.  Only bulk operations are helped by changing recovery models.  But if you are doing a lot of bulk operations, then you may want to consider through batch operations, changing your recovery model, running that bulk operation, and changing your recovery model back.  But you have to realize the vulnerabilities in changing recovery models.  So, I really want to push you to part two for that because I spent quite a bit of time on part two.  I also - a great point to make here, for SQL Server 2000, I wrote a chapter on recovery models and database environment scenarios for an ms press book and we actually put that chapter on my website, on sqlskills, on the homepage, really easy to find, that's downloadable for free.  So, that's actually another resource that you guys can use to learn about recovery models, 'cause I put a huge amount of effort into that.  It's about 60 pages long and it's all about recovery models and how they work, and getting familiar with the environment to set up a really efficient and effective backup/restore strategy, but it also talks about changing recovery models for performance purposes.  

Ah, so I do have one question coming in now about recovery models on a subscription database for replication.  And you know, to be really honest with you guys, I am not a replication guru.  So, I may have to punt on this one, but recovery models on a subscription database for replication, its' a great question.  I'm positive that you need to keep your recovery model - well, I'm not positive actually.  I'm about 99.9% sure, but I just wonder if there's some exception I don’t know about, where you have to keep it in the full recovery model on the publisher.  But it's a great question about whether or not you can change recovery models on a subscriber.  I do have somebody I can ping on this, so I might have to punt this one and actually try to get some more information for you guys.  And I know I've said that, and I know I said I'm going to post these in my Q&A's, and I apologize that I haven’t gotten to those, but I'm going to put a little note in here and I will put Q&A and I will ping someone on this one.  So, I'm going to post that one privately and I'll come back to that.  

So, let's see.  There's a couple of questions that have come in on recompile and I'm going to leave that one for a sections, and I think I've gotten through these on recovery models.  Okay.  So, then after we talked about the database, we went into table creation.  And this is really the next basic thing that you guys are doing as developers, right?  You build the database.  Now you've got to create the database objects.  And the key points that I've tried to address there were, that you have to know your data.  I went to a customer once and in a lot of cases they just chose an integer for every column that needed a number.  They chose date time for every column that needed a date.  And the point that's really important there is, that every row takes up a certain amount of space.  And if you can minimize the amount of space that a row takes up, then you can end up minimizing the amount of disk space it takes.  But a lot of you would then argue, "Ah, this base is cheap.  I don’t care."  
So, if you want to not only minimize disk space, but also more effectively use cache, then you should care because the size of the row does impact what gets put into memory.  So, that’s why I focused a lot on part three in choosing the right data type for the job, right?  Choosing the data type that really directly handles the data that you're going to store.  This is so fundamental, but I can tell you that, in many cases, you might end up saving 10, 20, 30 bytes on a row.  And it could be even a lot more than that.  I mean think about it.  Let's think of two or three dates that you're going to store and all you really care about is the date, not the time, and you go with small date time instead of date time, that's four bytes per column.  So, easily, if you have three or four date columns, you've just saved 12, 16 bytes, and on a 50, or 60, or 80 byte row, you're talking about 10, 15% - 10, 15% of a million row table.  It's huge.  That's not only 10 or 15% of that disk space, but then 10 or 15% better utilization on cache.  So, it does add up.  So, your row size is important.  Now, your row size also leads to vertical partitioning, not just because of the online index rebuild that I mentioned, but also because of the way that the data row is stored in SQL Server.  Data rows cannot span pages for what we call the in-row data.  Now, I know I did talk about some of this in part 3, so it'll be important to go back to that, but I do want to remind you of this right now.  And I know a couple of you have asked about the previous sessions.  All of them are available for download.  In fact, you know what?  I just found something the other day - okay, I'm going to go off the beaten path here for a second.  But I just found this the other day so I'm going to share application.  I'm going to share my browser here, which right now it's focused on MSN.  But let's go to MSDN for a second.  
Now, the trick that I use is, I type in MSDN and hit ctrl/enter, which is a little browser benefit of IE, and then I put in SQL here.  msdn.microsoft.com/sql, and this is called the MSDN SQL Server Developer Center, and it's got some great information on it.  But what they've done, and since I'm using 1024 by 768, it's not the greatest of displays here, but you can see I'm scrolling down a little bit and I'm looking at some of the details that MSDN has on SQL Server.  So, specifically, I'm going to scroll down - oh, you know what?  I'm going to get rid of this.  So, down under chats, webcasts, and multimedia, at the very bottom, is SQL Server on demand webcasts.  I click on that, all that it's done is add webcasts to this.  And then you can see - check it out.  I did not do this on purpose.  You would think that I did, but I didn’t, I swear.  Since our webcasts start with A, all ten of them are the first ten in the list.  So, I thought this was actually quite funny.  I literally just found this out yesterday but I - I laughed when I saw this, but all ten of them right here are listed on the MSDN page.  But even better are all of these other webcasts that I really want to point out to you guys as extremely useful for you to consider for SQL 2000 and 2005.  Most of these are all 2005, but if you go onto MSDN and you search even some of the back webcasts, there's just a ton of stuff.  So, I found this the other day and I was so excited.  I thought, "This is great."  
So, yes, you can view all of these prior ones.  Let me put us back into the slides and hit some of the Q&A's.  So, looking at vertical partitioning again, the key thing to understand is that there's really - I almost want to bring up a new slide and spend a little bit more time on this, but I think I can make it simple.  There's three types of data associated with a table in SQL 2005.  There is what's called in row data, LOB data, which we had both of those in SQL 2000, but 2005 adds a third one and it's called overflow data.  Overflow data is when your row exceeds the 8060 byte maximum that used to be the maximum in 2000, that has now been removed in 2005.  Meaning you can have rows greater than 8K, but you cannot have the in-row data exceed 8K.  So, what do I mean by that?  The only type of data that can spill over beyond the 8K size would be var char column, okay.  And how it works is, that let's say you have two var char 6000's, and you put 6000 bytes into both of them, it's very likely that the in-row data, plus maybe one of those var char 6000, can fit on the in-row data page but the other 6000 will be allocated to an overflow data page.  Okay.  Having said all of that, the in-row data can never exceed the 8k page.  But here's what's interesting.  If you only have in-row data, like let's say your whole data row is less than 6000 bytes, but let's say it averages 4900 bytes, this is a bummer.  If your average row size is 4900 bytes and that's all you have are a bunch of 4900 byte rows, you're going to end up wasting the other 3100 bytes on a page because the in-row data cannot span pages.  
So, the point that I talked about in session 3 was that vertical partitioning could help you take some of those really wide rows, putting them into multiple tables so that you can better use the actual space for those rows by not having such a wide row for a single table.  If you have two tables or three tables, that's the concept of vertical partitioning; you can spread that data out.  But as Mark mentioned, it does add to the complexity of your database.  So, you want to group the columns very much so in terms of usage, so that most of the time people use just the columns from table one, just the columns from table two, and you're not joining across them all that often.  In fact, when I usually see really, really wide tables, it's often because there might be some data that's just used as often.  Right?  You might have some miscellaneous data that you've tracked, you need to keep it, you do have people that use it occasionally, but 90% of the time, they don’t.  That's an ideal candidate to be vertically partitioned.  So, and now we've got more questions coming into these structure points.  This is a great one, Karen.  It's fun to have Karen on here.  Oh, my God.  Is this who I think it is?  This is so funny that you guys are here.  But anyway, I've got to post this one.  Can the columns be specified as out-row data.  Okay.  So, I've got two questions here on overflow and I want to know if you're who I think you are.  But the SQL mobile, this is the first one.  "Does SQL Mobile also support overflow data pages?"  So, SQL Mobile, to the best of my knowledge, is a straight data engine of SQL Server.  I can't imagine them not supporting overflow in SQL Mobile, but I'm going to have to do that one in the Q&A, as well.  And I know I'm so behind.  You guys, I'm sorry about that.  But my gut feeling is that it should - the engine should not be different on SQL Mobile in terms of overflow.  That would take major architecture to actually change it for SQL Mobile.  But I will definitely look into that.  And then the other question was, do we - actually, now that I asked you if you were the person I thought you were, I lost the question from the queue, so let me view my log real quick.  The question was, "Can columns be specified as out of row data?"  That's a great question, actually.  Can the columns be specified as the out row data.  That is a no.  
Actually, I'm positive on that one.  You cannot specify columns to be out of row or overflow specifically, except in one case, and that's LOB data.  LOB data is - well, this is actually a great thing to come altogether.  All right.  So, there's varchar columns that have a max size.  Okay?  So, let's take a step back.  I want to make sure this is really clear.  There's varchar columns that have a number specified.  So, like varchar 6000.  Okay.  That is a varchar column that has an absolute maximum.  Varchar(max) can be up to two gigs in size.  Varchar(max) is a special LOB type.  So, I want to categorize varchar data as non-LOB versus LOB.  Varchar data that is non-LOB, it has a maximum size, cannot be specified as to where it's going to live.  It will always live in-row if it can, or it will overflow if it can't.  LOB data - I think we're good on that one.  Let me make sure that there's nothing that's popped up on my Q&A for that one.  Okay.  So, let me say that one more time.  Okay.  Non-LOB varchar, varchar that has a max, right, a varchar that's - I should use that word, should I?  Var char that has a fixed maximum, that has a number associated, no non-LOB varchar will always be stored as in-row data if it can.  And if it can't fit because the row is greater than 8K, then it will spill over to an overflow page.  So, non-LOB always goes in-page or on-page, I guess I should say, or it goes to overflow when it goes over the 8k boundary, when the row goes over the 8k boundary.  LOB data is a special case.  By default, LOB data, if it's less than the 8k maximum and it can fit on-page, so the actually value that you put into a var char max column, even though the column is defined as LOB data.  
Okay.  So, you put in 200 bytes into a vartar(max) column.  It's a lob column, but SQL Server says, "Hey, it's only 200 bytes.  I can fit that on-page."  And by default, in SQL Server 2005, they will store that data on-page.  If the value cannot fit on the page, then the entire value will go to the LOB data structure for that particular table.  Okay.  You never have a split of your data where part of it's on the page and part of it's somewhere else.  Okay.  It's always kind of an all or nothing thing.  And I think I got that one.  So, do you have any control of where the non-LOB varchar data is stored?  No.  Okay.  Do you have control over the LOB data?  Yes.  Because like I said, by default, it'll be stored on-page if it's small enough, and if it's not small enough, it'll go to that separate lob structure.  However, you can make it so that it always goes to the lob structure.  It's a binary thing.  It's basically, will it go on-page or not, and I unfortunately have forgotten what the option is to do that, but there is an option for sure in SQL 2005.  I'm actually going to see if I can find it quickly in the books online here.  But there is an option in SQL Server 2005 that defines whether or not your LOB data is on the page.  So - and I think that covers our questions on the data pages for right now.  And I am searching, too.  

Okay.  So, you're not who I thought you were.  Okay.  That's cool.  Well, welcome anyway.  So, very cool question.  And let's see.  Oh, okay.  I'll do that in a minute, Karen.  That's a good one.  I'm looking at your questions, you guys.  Okay.  So, I think we're good on this one though.  Let me hit this side for a couple of minutes and I will definitely hit some of the questions some of you guys are asking on some of the later topics.  So, okay.  I think we're done with designing for performance, knowing your data, right?  
Placement of data lob, table of creation.  The only thing I didn’t spend any time on right now was horizontal partitioning.  And horizontal partitioning is very different from vertical in that you have separate row sets.  And there are some great new features, multiple wide papers, just tons of resources related to horizontal partitioning, and that was all of session 8.  

The key point that I want to make though, on horizontal partitioning, before anyone goes there and thinks it's going to be the answer to all their performance problems, the biggest benefits of horizontal partitioning are in manageability of the sliding window scenario.  So, what I really want to stress is that some of the key reasons you guys will consider horizontal partitioning is because you have a really large, large in terms of the number of rows, and you want to manage the data coming in.  Okay.  You want to manage the data coming in, like more specifically, every month you have to bring in data from your OLTP system.  So, you want to bring it in and make it look like it's part of your full sales table.  And maybe you want to get rid of the old data.  That is the type of environment that should seriously consider horizontal partitioning and the table size should be measured in at least double-digit gigabytes.  I've had this question many times, which is, "Do I want to consider horizontal partitioning on SQL Express?"  No.  SQL Express has a maximum database size of four gigs.  You don’t really want to consider some of these features for that lower end because they do add administrative overhead.  Okay.  So, horizontal partitioning is a VLDB, a very large database technique for managing a very large table.  Okay.  So, all right.  Hey, I think we're done with this one.
So, now we're moving into knowing our users.  Okay.  So, know your data and take all those design considerations into best practices, and then know your users.  Knowing your users, to me, falls into a couple of different categories, in terms of the type of system that you're going to be running on.  If you're an OLTP or an Online Transaction Processing System, then you're going to want to go with usually fewer indexes, but probably more maintenance, right?  So, the key things to start with there are parts four and five.  Part four is where we talked about finding the right balance.  In fact, that's my overall theme for indexing.  You need to find the balance of having the right number of indexes.  And really, the way to do that is to start with very few indexes.  Start with the key critical indexes, the clustered index.  Your key indexes, specifically, your primary key, your unique keys, manually index your foreign keys to help improve join performance.  So, you start with a very small base of indexes.  Then you do some profiling, capture a workload.  Run it through DTA to help get some recommendations for indexes, and then you do some ____________.  Some trial and error in your development environment and you slowly add the indexes that give you the biggest bang for the bucks.  So, you want to always start with very few indexes.  And that's really a summary of part four.  But once you put indexes into place, you have to maintain and manage them because they will become fragmented, especially in an OLTP system.  If you're in an OLTP system, then that's really critical to understand how fragmented they're becoming.  
And actually, this is where I can start to mention some answers to one of the questions you guys asked, Karen asked this, on what are my favorite five, maybe, DMV's, the Dynamic Management Views in SQL Server 2005.  So, as far as one of my favorites, it's the DMDB index physical stats.  And that was one that I spent some time on in session five.  And the reason why it's one of my favorites.  It's not just utilitarian.  I mean it's very useful.  I love the fact that I can go to this and see the fragmentation.  But the reasons why that's one of my favorites is, first of all, and this maybe just goes across all the DMV's, is that it's a view instead of a DBCC command.  So, I can easily push it into a table.  But the reason why it's one of my favorites is that I can use it across databases, I can target a specific table, and you couldn’t do that with DBCC show contg.  You can see fragmentation, both internal and external, and you have control as to what type of locking mechanism it uses because of its mode.  So, that's definitely a favorite.  
But along that same line, if I want to add my favorites as far as indexing, there's an index usage stats, and an index operational stats, and those can tell you whether or not the indexes are actually being used.  So, if you guys learn a little bit about the DMV's - in fact, you know what, I'm really hating the fact that I really haven’t done any demos yet, and you guys know me.  I can't go very long without a demo.  I know I've provided this script in a couple of the webcasts.  I haven’t shown you guys this yet.  It's a script that I call DM Objects.  Let me go back here and do application sharing.  Okay.  It's a script that I have that I call DM Objects.  I probably have some updates to it since this April one, but I really haven’t changed it.  So, I'm going to run this.  And what DM Objects does - so this is maybe my favorite to find DMV's.  So, DMobjects.sql, what it does, it goes and creates some functions.  In fact, I first got some of this info from one of the PM's on the SQL team, Dan Winn.  He gave me some insights through some of his scripts in how to access the information that DMV accesses.  So, like where are all of the parameters for a DM function?  Where are all of the output columns for a DM function?  Right?  And what I ended up doing is, I created a little stored procedure called SPDM Get Object Info, which is what this script creates, and the end result is that if I find a DMV that I like, or one that maybe I don’t even know if I'm going to like it yet, and it's called DMDB Indexed Physical Stats, I can take this little stored procedure, get object info, and I can execute it and what it returns to me is whether or not it's a function or a view.  Because if it's a function, I have to have input parameters.  And if there are input parameters, I need to know what those parameters are.  So, what my stored procedure does is, it tells you what the parameters names are.  It tells you what the parameters data types are.  And then it tells you what the output is going to be.  
So, if you want to look around and find the DMV's at the very end of this script, and I know you asked what my favorites were, but I don’t know if I can say that I have a lot of favorites yet.  I'm still learning them myself.  But they way that I find them is this select from .system objects, where the name is like DM_, and check it out.  There are actually 85 DMV's in SQL 2005.  By the way, this is, if you didn’t notice, RTM.  I am running the final RTM version of SQL Server 2005.  So, in the RTM release, there are 85 rows.  So, I have just - what if I'm not sure what these things are?  Like I want to get some insight into - let's look at - there are a few that I know a little bit about that I want to specifically - so, here's one that I really like.  DM exec query stats, it tells you the queries that are in memory and how frequently they were executed.  Very similar to what we used to get out of sys cache objects, but DM exec query stats.  If you're using snapshot isolation, you might want to find out a little bit about your versions store, so the DM's that are used for the version store are very important.  And those are actually in the snapshot white paper that I wrote.  So, I'm giving you my top five now.  And let's say you don’t know really how to use one of them.  Just, even this one, DMDB Mirroring Connections.  I'm going to copy that, bring it over here, put it into my little procedure, DM Object Info here, and I'll execute it and then I can find out what this looks like.  Okay.  It's a view.  Since it's a view, it has no input parameters.  And here's what the output's going to be.  I'm going to get 27 columns of output and I'm going to get some insight into basically how mirroring is running, right?  The total information sent, right?  How much data has been sent?  The last time we connected, the state of the logins, and all that good stuff.  So, very cool.  So, I'd say there are definitely a few favorites and they're mostly around performance, query usage, and so forth.  So, let's go back.  All right.  Let me put us back up on the slides and I think we're doing good here.  This is where we are.  Okay.  
So, for transaction processing, fewer indexes for that kind of environment but more maintenance.  Stored procedures are going to play a large role.  We talked about that and recompilation issues, which is one of the other questions one of you asked.  So, now I can hit that one.  

Someone asked about - let me do a quick find on recompile, 'cause I know that was in one of your questions.  It disappeared from my log.  Okay.  "You suggested that we should monitor recompiles to see if we have enough or too much."  Okay.  So, are there any knobs to alert DBA's of unusual scenarios needing attention?  That is an awesome question.  The reason why is that in SQL 2005 there are new ways of being notified of events like that one.  In fact, I didn’t talk about this in the webcast series, but it does very much so tie to knowing about what's going on on your system, stored procedures, and are they being recompiled.  And the thing that you guys want to learn a little bit about - let me hold back here for a second, sorry about that, okay, are called even notifications.  All right.  And the reason why I want to talk about event notifications for a second, and I know I'm not doing any code here.  I just want to tell you that you guys can have an event notification that focuses on trace events.  And specifically, those trace events can be things like stored procedure recompiles.  So, I can't spell today to save my life here.  Now, let's see if I can actually launch you into the books online.  Give me a second.  Share application.  Share the books online for a second here.  All right.  
So, let me see if I can grab this for a second.  Events notification, and what I really want are the trace events.  And there's this great section, I'm visualizing it.  I just don’t know if I can find it perfectly and quickly, but there is a section in the books online for - it's actually something like groups, monitoring events might be good.  Oh, let's turn that search highlights off.  Okay.  Here we go.  I bet I can find it.  SQL Server Event Class Reference.  Oh, man, it's like how quickly can I find this?  I wish I had my other - Introducing Event Notification.  Let's see how long it's going to take me to get to it.  Other resources, designing event notification, ah-ha.  This is what I want.  Okay.  I knew I'd get there eventually, but now I can give you the exact topic.  There is a section, a list of the SQL Trace Events, that can fire an event notification is providing in the topic, Trace Events for use with Event Notifications.  And this is actually a list of all the different things that you can put a trace event on and you'll notice in here that there is an SP Recompile.  So, you can end up monitoring the system with trace events, and then you can send an email, log it into a table, you can do anything you want.  You can even set up an agent's alert on these events, as well.  So, there's lots of things you can do to get better monitoring of your system, and even maybe more interesting, some events you can even set triggers on.  Not trace events, but if I go back for a second, the other topic that I really want you guys to be aware of if you're not already, is DDL Events for use with event notification.  'Cause DDL Events can also have triggers.  
So, you can put an event notification or a trigger on these DDL Events, and there's a lot of really cool ones.  Like have any of you guys had a table drop and you don’t want tables to be dropped, obviously, in production?  You can end up creating a DDL trigger that says, "If anyone tries to do a drop table, prevent it, give them an error, and roll it back."  So, the three topics, just to bring this all together - I'm going to go back to the slides, but the three topics to bring this all together, that you guys are interested in for sure, are event notifications, which you want trace events for event notifications, DDL Events for event notifications, and DDL Triggers.  So, those are some great questions.  So, yes, you can get some really great insight into monitoring.  In terms of you guys getting my stored procedure, my DM Objects code, I know I keep promising I'm going to blog and I just get so slammed I don’t do that.  But you know what I will do, and I know I said I would do this last time, but I promise I will do this today.  I'm going to do a quick blog entry today for the It's Showtime reference that I already mentioned, and I'll do another quick blog entry with my DM Objects scripts, so that at least I get that one out there.  Because if you guys do want to search around and find some about the DM Objects, that one is really cool, and it doesn’t require any sample databases or anything like a lot of the other ones do.  So, they require more work for me to kind of post everything.  So, yes.  I will put DM Objects in a blog entry today.  

So - and anyone else?  Let's see.  Yeah.  So, the knobs you guys are asking about, these are great questions, just to bring it all together, DMV's are a great way of finding out about the system.  Event notifications, which I just mentioned, and of course, ways to automate things, SQL Server alerts, DDL triggers, and I'm just writing these all down so you guys have this, DDL triggers and event notifications.  Okay.  So, some great things to read up in the books online.  And just - somebody wants me to say the title again for those trace events, the titles are - and you know what?  I'll put those into that DM Objects one, but DDL Events for use with Event Notifications, so DDL Events for use with Event Notifications, okay.  And the other one was Designing Event Notifications.  In fact, Designing Event Notifications literally, that's the title, links to all the other ones.  So, that's probably the best one to have.  Designing Event Notifications, okay.  So, cool.  I think I've got that one.
And what else.  Okay, so let's wrap up.  I think we're done with knowing our users.  Well, actually, no we're not, because not only do we have to know our users from an indexing perspective, we need to know our users from a procedural perspective.  And this is something you guys have already started to ask.  "Are you recompiling enough?  Are you recompiling too much?"  The great thing to know about recompilation is to know how to monitor recompilation.  And one way, the new way, is things like event notifications.  But another way is to profile.  Profiling your server, there is an event called an SP:Recompile.  Okay, it's SP:Recompile.  It's basically the stored procedure group recompile events.  Okay.  So, you can monitor the recompile event and the most important thing to track if you're profiling is the event subclass.  Once you have the event subclass, this white paper that I have on this slide, it's written by a gentleman named Tom Davidson who's in the customer advisory team for Microsoft SQL Server, and they work with a lot of customers and they go onsite and they bring back a lot of their knowledge and put it into white papers.  So, there's actually a ton of white papers that this group has pushed into the MSDN space.  
So, under msdn.microsoft.com library, when you go to that library, under Servers and Enterprise Development, you can see a ton of articles there.  I almost want to browse and show you guys that, but if you go to where that article is, there's just a ton of other articles.  But this one specifically, I know it's titled Query Recompilation Issues, it really talks about recompilation in general and it has a section that talks about the event subclass.  If the event subclass is returned, which it will be in profiler, event subclass will return a number between one and six, and what the white paper has is what each one of those values mean.  So, you can end up taking a profiler trace of your server, which if you remember in session 9, I actually spent a lot of time telling you how to create it as a server side trace, so that it's more lightweight and less expensive than using it as a client side trace, so if you're not familiar with how to do that, going back to 9 is really useful to do that.  So, you might want to do a lightweight trace on the server to profile recompiles, make sure you're tracing event subclass, and then you can end up seeing which procedures are recompiling too much, and by taking that event subclass, you can go find out what that means and then try to figure that out.  So, really good thing to combine together.  

So, let me look at questions again for a second.  Let's see.  This one I'm going to need to read for a few seconds here.  Hey, I should be on that MSDN Webcast Loggers.  I thought that I did.  But you know what?  For some reason, you're right.  I don’t think that all of the entries go to the MSDN Webcast Loggers.  For some reason, I'm not getting into those feeds.  But anyway, the way you guys can get to my blog, I'll type it in so that you have it here, but it's on SQL Skills and it's sqlskills/blogs/kimberly.  That's probably the easiest way.  There are redirectors, though.  If you try kimberlytripp.com, and then actually, there's some other funny ones that I'm actually not even going to mention.  But there are some other quick ways that you can also get there.  I'm just typing these in and I'm going to post this to everyone.  So, kimberlytrip.com is just a redirect, so it's no big deal.  But let's see.  

This is interesting.  Somebody's mentioning that I seem to be focused on more DBA's than developers and it's really something that I have been trying to do at a lot of session lately, which I call bridging the gap.  Database developers that develop in a vacuum, that don’t know the impact of their settings on the overall server, might design something that's not manageable.  And what I try to do is talk about how you can know a little bit about the impact of what you develop, as well as what the right ways of developing it are.  Some issues are done at the logical modeling stage.  I totally agree with you, some of the points you make here.  Avoiding dynamic T SQL from an application using stored procedures and parameters instead.  Those are things I've talked about actually, using store procedures and making them efficient.  So, there are things like that that we have talked about.  But really to see the big picture, you kind of have to have the whole side, not just how to design, but also how to know that your design is working well.  And that's what I've tried to tie together.  
But I'm kind of confused by some of this.  It's a really big one.  Let's see.  Okay.  I think I'm following your points here.  Multiple Tier Environments, a really good recommendation is to make sure that you're doing your processing on the right tier.  And I think that's really the gist of what you're saying, is middle tier, caching, in fact, SQL Server 2005 has some great new features in terms of caching and something that's called query notifications, or cache sync actually, depending on what you're talking about, ASP or SQL Server.  But that's not really my best area.  But I know there have been some webcasts, and I know at launch they're going to be talking about that in one of the sessions in the data platform track.  So, I know there are some great resources out there for you guys to get better multiple tier design techniques.  That's not really my main focus.  I mostly focus on the backend server.  But I would argue that maybe us looking at having multiple tier focus sessions on where caching would be interesting.  In fact, Bob Beauchemin would be great for this one, would be a good idea.  So, I think I'm going to put this off in my good idea category and make a recommendation to the MSDN folks to look at a caching and data processing session that focuses on - maybe we could even make it 'Which Tier for the Job?' right?  So, that's a great question.  So, yeah, I agree.  Thanks, you guys.  These are great points.  You guys are making great points.  
Okay.  So, I think that covers it on the technical questions here.  So, data access patterns and analysis.  This was the primary focus of part 6, knowing your users and knowing the type of activity that they're going to perform sometimes warrants having a second copy of your data.  In fact, this is so common.  I mean I can't even tell you how many of you might just back up and restore your production environment into a decision support environment so that people can run queries off of it.  They realize, they know that it's stale data.  They know that it's one day, one week old, and they're fine with that because, in a lot of cases, decision support is okay seeing a little bit older of data.  So, that might be one way, backup and restore.  It's a very easy thing to automate.  It's a very easy environment to create.  But it has negatives in the sense that, if you just backup and restore, it becomes older and older and older very quickly, and you can't do anything really interesting on just a backup and restore because you have exactly the same indexes you had in your OLTP environments.  You might want to add more indexes for decision supports.  Or even better, you might want to do something way more clever and create a whole separate data warehouse and add business intelligence to it.  I mean I'm not a BI expert, by any means. 
 But I am so amazed at some of the exciting features that they've added in SQL 2005.  I've actually been sneaking into the BI arena a little bit, learning a little bit about KPI, and data mining, and KPI stands for Key Performance Indicators.  The way that SQL Server 2005 simplifies finding trends and analyzing data, it's amazing to me.  There are something like ten KPI algorithms for data mining, and I'm probably using all the wrong terms here.  I apologize.  But let me tell you the end results.  If you set all of this up, you can end up finding out - like a great example, one that I really like is, there's an algorithm that can do associations, and it can take all of the shopping carts that people have bought and analyze them, and actually tell you which items are the most likely to be purchased together.  So, if you're somebody like Amazon.com or one of these online retailers, you know how Amazon.com probably uses this type of technology to tell you, "You just bought this book.  We think you'd like to buy this book."  Right?  And it's amazing how easy it is to do with some of the BI tools.  So, if you really want to do complex analysis, you should start looking at some of the BI sessions and adding business intelligence to your decision support environment, and actually look at a full data warehouse even.  You can actually do BI against, in some cases, your relational databases.  You don’t even have to have a separate data warehouse.  So, something really cool in that arena is Project REAL.  Microsoft did a, what did that call it?  REAL stands for a Reference - I can't remember what the ELA is, but it's a reference implementation.  It's actually an implementation created by Microsoft and something like eight or nine partners that all brought together a bunch of white papers, and tips, and tricks, and techniques on how to build a data warehouse environment.  So, if you're very new to it, and in fact, it's on my list to sit down and read all the Project REAL stuff, search for Project REAL.  It's on basically, I think it's actually Microsoft.com/SQL/BI/ProjectREAl.  I'm almost certain that's the link.  But just search for Project REAL on Microsoft.com and you can read a lot about that.  The point is, if you know your data and you know what the users really want to get out of it, and if you really want to do some interesting and clever things with 2005, it's just amazing how far BI has gone.  
It really has just blown up and expanded.  What we talked about though, is the mixed workload environments.  Vertical partitioning is definitely a way to help simplify the locking and blocking.  You separate the separate tables, you might end up minimizing a lot of the locking and blocking that occurs.  But you have to be a little bit careful with changing isolation, lowering isolation, or adding snapshot isolation because that can actually add some overhead.  But if what you had were blocking problems, adding some overhead allows users to get things done, and when they couldn’t get them done at all, that's a huge benefit.  So, data access patterns is a big area.  We could spend hours on that.  And I would refer you guys back to sessions 3 and 6 for a lot of the techniques for that.  It's funny, you guys.  I wish that there were 50 hours in a day, 'cause I would actually learn a lot of this BI stuff, if I were you.  I'm just so excited about it and I have been focusing on that.
Okay, let's see.  MSDN.Microsoft.com/SQL, scroll to the bottom, Are you ready to get REAL?  Cool, thank you.  Thank you for - that is where there's a link to Project REAL off of MSDN.Microsoft.com/SQL.  So, on the developer center that we talked about earlier, there's a link to Project REAL right there.  Okay.  So, I think data access patterns, we can wrap that guy up.

Profiling, users lie.  So, I laughed when I wrote this.  I didn’t really mean this as negatively as 'users lie' sounds.  But the point that I want to make is, as much as we've talked about design and indexing, you really need to make sure that you understand what's going on in your environment once you implement it.  And tools like profiler are really a great way of trying to find excessive resource utilization.  So, if you want to target resource problems, you might want to profile for high reads, high writes, high duration, and that, if it's got a high duration, high reads, high writes, you might want to start checking into the show plan.  See if it's doing table scans.  Maybe you can put an index in place.  Maybe you can use DTA to help you find out if an index would be helpful.  If it's got a high duration but low reads and writes, then that might indicate a blocking problem.  So, you may want to look at that with maybe changes to isolation or implementing snapshot isolation in SQL 2005.  So, session 9 is really the session that I would go back to for profiling.  And I would also do some searching - and I know I have put this in some of the Q&A's that I've already posted, but there are some great webcasts out there, one done by Viple Shaw on TechNet, on SQL 2005 profiling and DMV's, and so forth.  So, definitely some good stuff.  

So, I have 11:28.  I'm not really done 'cause I want to get the rest of the questions out of the cue that didn’t really fall into a category so far.  Karen has a good one here, which is, "Have you heard anything about a new SQL BPA?"  Well, interestingly enough, Christian Kleinerman's BPA - 'cause you're right, it was Christian that designed the original BPA, the original BPA really got pulled apart and tweaked and converted really, into the Upgrade Advisor.  Because the Upgrade Advisor really wants to look at whether or not you have adhered to a lot of best practices, to make sure that you can upgrade efficiently and smoothly.  So, really, I think - I don’t know of a new BPA and only BPA, okay.  So, I don’t know if there's a new BPA.  I don’t know if they're going to target a new BPA.  I know there's a security best practices analyzer, which everybody should be using, but as far as a best practices analyzer, the real replacement for that is the Upgrade Advisor.  And whether or not they'll come out with a new one is a good one, good question.  But at least you guys should be looking at the Upgrade Advisor, for sure.  

Oh, this is - after attending all these webcasts, are my presentations at things like Dev connections and SQL connections past, are they any different?  And actually, the answer is yes.  I really do try to make my sessions at different conferences and different environments very different.  So, I try to add new spins, new techniques, different demos.  There are definitely things that overlap.  I've got some demos personally that I just really think perfectly nail a point.  So, sometimes I do reuse those.  But I almost always throw a different spin into things and so forth.  So, actually, if any of you guys are going to be at Dev connections next week - hey, actually, do me a favor.  Change your seat color.  Change your seat color, I don’t know, to purple or something and let me know if you're going to be at Dev connections and make sure that you guys stop by.  I always love it when people say, "Hey, I listened ot your webcast, that was cool," and so forth.  Okay, so I've got a few of you that - oh, excellent.  Actually a couple of you.  That’s really good.  All right.  So, and a couple of you are saying thanks.  You're welcome.  You're welcome, you guys.  This has been really more fun than I thought it was going to be, to be honest.  I really have had a great time doing these demos, coming up with content, trying to give you guys - I can't believe it.  We've done ten sessions, each two hours in length, by the time we get through the full Q&A's, so that's like 20 hours of content.  But it's been really fun doing this.  So, I really appreciate the thanks.  And what was the earl for the list of webcasts that I showed?  It should be, and let me just grab it and I'll paste it in here so you guys have it.  Msdn.microsoft.com/SQL/webcasts.  And in fact, that's all you need and it'll put the default, yep, that’s all you need.  Okay, so I'm going to paste that in.  So, msdn/microsoft.com/SQL/webcasts, and I'll paste that in there, post to all.  And if you guys do the view log for the Q&A, you can get all of the Q&A posts that I did today, which have a few links in them.  So, make sure you do a view log real quickly before you end up logging out.  

I don’t have too many other questions in here.  Paul, you're asking, "Will we be able to download the SQL Server Express edition on Monday, and if so, where?"  That’s a great question.  I know that they've been posting each of the Express releases as they are released, and you know, to be honest, I guess I kind of thought that since they've RTM'd already that it may have already been out there.  But it probably isn't because technically, RTM is on Monday.  So, let's see if I can - yeah.  You know what?  It's only showing the September CTP right now on Microsoft.com, so my guess is, maybe they are holding out for launch on Monday.  I'm not sure.  But my guess is that they probably are.  But it'll probably be available soon, if not on Monday.  So, that's a great question.  To be honest, I do so much work at Microsoft that I do kind of have access to things as they're immediately released, which is why I'm already demo-ing RTM for you guys here, but as of Monday, that should be available for download.  So, my guess is that they're holding out for launch.  
Someone here is asking for a recommendation on books.  That's a great question, actually, and there are some great books out there.  For SQL Server 2005, there aren't a lot of books, and the problem with some of the books that have already come out is that they were written on Beta's and some of the Beta's have changed.  But some of the books have gotten high praise.  My colleague, Bob Beauchemin, has a developers book on SQL Server 2005, and they are actually rewriting that book for RTM, for a release data - I think it's going to be in January.  I'm not sure the exact release date.  So, I'll put in here Bob B-E-A-U-C-H-E-M-I-N, Bob Beauchemin, and actually, there are a couple of colleagues that have co-authored that, Dan Sullivan and Neal - oh, my goodness.  I've totally forgotten what Neal's last name was.  Berglund, Neal Berglund.  So, they have co=authored a book that's gotten a lot of praise.  I know Peter DeBetta has written a book on tuning, I believe, for SQL 2005, or a developer's book for 2005 that's gotten some praise.  I know Kalen Delaney is working on an Inside SQL Server 2005 series that is going to have, I think, three different sections to it.  So, anyway, so there will be some books coming out on 2005.  I'm sure Ken Henderson will probably update his Guru's Guide, which are actually fantastic books on 2000, as well.  So, just some great, great titles out there.  So, I guess I'll just put in here Bob Beauchemin, Kalen Delaney, Ken Henderson.  I'm just trying to type in some of these and I'll type these in.  Ken Henderson, oops, I just typed it in wrong, though.  So, that's not going to help you.  Ken Henderson, Peter DeBetta, and I know there are others and I know - well, if you're talking about developer books or reporting services, of course, Bill Vaughn, who I've known - God, I can't even tell you how long I've known Bill.  Probably 13 or 14 years now.  And I spelled Peter DeBetta wrong.  But Bill Vaughn's Hitchhiker's Guide, and his Reporting Services books that he co-authored with Peter Blackburn.  So, he actually goes by, on his books, William R. Vaughn.  I'm just trying to think of some really good stuff out there.  Oh, I know.  Ken England has written a book on Performance Tuning for SQL 2000.  I'm not sure if he'll update that.  So, I'm just going to post those names for right now, but those are some good ones.  

Another question that I really didn’t follow, so let me try this one.  A lot of you are saying thank you, and you guys, you're welcome.  And I'm totally excited to meet some of you guys at SQL Connections next week, or if you're interested, I'll be at IT Forum in Barcelona, so if any of you guys are in Europe, I will be at IT Forum, which is in Barcelona in about two weeks.  I'll actually be in Zurich the week of November 21st doing a class at - you probably would have to know them locally, but in Zurich, I'm doing a class at - you know what?  I'll post the links, 'cause I'm not even sure I'm going to say it right.  But I'm doing a three-day class on basically, availability strategies in SQL 2005.  My colleague, Bob, is doing a four day developers class in Amsterdam that same week, and I'll post a link for that, if you're interested.  I  know those are Europe.  We are going to start offering some classes that are like four or five day really intense, what I call “Immersion Events”, in the U.S., so maybe some of you would be interested in that if you really want a full, like five day class.  
And are there any more questions in here that are technical?  Oh, wait, I missed a few.  Let's see.  Lot of you are saying thanks, so I'm getting clouded by the thanks, which is really great.  Thank you, I really appreciate that.  Oh, okay.  So, this is a great one and I definitely want to target this one.  "What about the database mirroring feature having been pulled?  All right, it's just disabled, if you insist.  Should we care?  Are there educational benefits?"  Okay.  So, let me take a step back.  Database mirroring, awesome feature, okay.  It is definitely something that I would highly recommend that you guys learn and start to get a feel for, even with SQL 2005 RTM.  Now, let me tell you what's happened to it, to really give you the full spiel.  It is shipping in SQL Server 2005.  Fully functional, fully documented, but it just turned out in the end that there weren't as many customers that they felt really pounded on it to feel comfortable with certifying it for production use for RTM.  And it was really a decision that they made because it's such a critical feature.  And it wasn’t because it was horribly broken.  It wasn’t because it lost data.  It wasn’t something like that at all.  They really just wanted to get more time testing it to say, "This is really production ready."  And I really commend them for it, to be honest.  
All you need to do, if you want to use it for educational purposes, for learning purposes, for testing purposes, is read the documentation and turn on a trace flag, get familiar with it, and the good news is, it's not a feature that's going away.  It's not going to be pulled from the product.  They're actually putting and investing even more time and more resources into having more people test it so that it will be production ready, and the target is first half of 2006.  To be honest, between now and first half of 2006, you should be designing and testing anyway, so that would probably be, for many of you, perfect timing.  So, it's a great point.  I totally agree with you.  It was really, in my opinion, a commendable decision that they said, "We want to ship.  We want to get it [SQL Server and Mirroring] out there.  We want people to be doing testing and learning, and we want to make sure that we feel comfortable certifying this."  Just highly critical, high availability feature, and they plan to do that shortly, but they wanted to make this date and bring it out this year.  So, I commend them for that.
Oh, so Gunny, it's funny.  I didn’t mean to rhyme there.  But he said is that Kalen or Karen Delaney?  It is Kalen, K-A-L-E-N.  So, definitely Kalen, for Kalen Delaney.  However, Karen is on the webcast.  So, Karen Waterson, she is SQL Diva - tell me I didn’t mess that up, Karen, if I did.  But the author that I'm referring to for the Inside SQL Server Series is Kalen Delaney.  In fact, I know a funny story.  I'm pretty sure her name actually was Karen and she changed it to be more different.  Which was something that she just decided to do many years ago.  But anyway, it is Kalen.  Let's see if I've missed any other questions.

Blew my mind to read this.  "SQL Server 2000 provides 76 wait types for reporting wait.  SQL Server 2005 provides over 100 additional wait types for tracking application performance."  And this has just been posted in a link that is - I'm going to look at it, as well.  So, that's very cool.  Karen, I didn’t know about that link myself, but let me look at it and I'll make sure - oh, it's a .doc file.  Okay.  So, let me see.  And did I talk about wait types?  Actually, you know what?  In this series, I haven’t talked about wait types.  I tend to think of wait types as definitely a more DBA focused thing.  And in fact, it looks like, and I have a meeting actually at 12:15 on this, but it looks like I'll probably do a TechNet series, which will be a lot more DBA focused.  I'll probably do things like database marrying.  I'll probably do wait stats.  We're still going through the whole series.  So, and that probably would be more TechNet focused.  But let me answer TechNet focused and I'm going to post this to everyone so that everyone can see that link and troubleshooting performance problems in SQL 2005 has just been posted.  Oh, that's an awesome list, as well. Sunil Agarwal, Boris Baryshnikov, I can't say his last name.  I guess it's Baryshnikov, Tom Davidson, who I've just referenced, Keith Elmore, who is another - I think Keith is still in MCS.  I'm not sure if he's still in MCS, I think he is.  I'm not sure who Denzel is, and then Jurgen Thomas.  
So, this is a great list bringing together these wait stats.  But the key point is, yes.  Actually, there are wait types in both SQL 2000 and a significant set of new ones in SQL 2005.  In fact, Gert Drapers posted some on SQL 2000 wait stats.  Let me see if I can get that link, as well, and I'll post that for you guys.  I'm pretty sure I know what it is.  Let me see.  So, Gert Draper's site, as well, is SQLdev.net and then on SQLdev.net, I'm pretty sure it's under - let's see.  SQLDev.net, and let's see, I think miscellaneous tools, and that's got trace event mix, trace event matrix, trace files, so he's got some really good stuff on here.  I'm just not sure where that wait one is, and I think I can find it though.  Give me one second here to try this.  I did find it, even though there isn't a link off of his website.  So, I'm going to post this one in the Q&A.  I'm not sure - hey, Karen, just type up a question of fu and I can respond to you quickly and put this link in there.  'Cause I need to be able to respond to somebody to post this link.  So, somebody put up something that I can post to.  Did you leave, Karen?  Where are you?  So - oh, Janet, post link here.  Thanks.  So, Janet just posted it and I'm going to do a 'post to all.'  So, there you go.  If you guys do a view log, you can scroll pretty much probably to the end.  It should be one of the last things posted there:  www.sqldev.net/misc/waittypes.htm, so Gert does document some wait types there.  But the white paper that Karen pushed to the links should be even better.  I mean - but I just - thanks, Karen.  So, I - you guys are quick, but not quick enough.  
Let's see.  You guys are funny.  Anything else?  "Anything happen with the new - oh, okay.  This is a great question.  I hate to be put on the spot with this one, but I do have a good answer to it.  This question is, "Anything happen with the new date data type," and actually there was a date data type and a time data type that were going to be released with SQL 2005.  They were written as SQL CLR custom types and they got pulled from the product, you’re right, a long time ago because they weren't native.  What they have done, or decided to do, is post them as samples in the resource kit that will come out shortly after RTM.  So, there's going to be a resource kit that will come out and it's going to include those SQL CLR types.  But you're right.  They are not in the SQL RTM.  They were cut a couple of years ago and they're just going to be put in the resource kit, to the best of my knowledge, as samples.  Okay.  So - and let's see.  

Anything else in here?  I'm still not sure I'm following this one.  So, let me read it to you and you guys can tell me if there's more.  Is there anything else that I've missed?  I think - hey, some of you guys from New Zealand.  I really - I need to get out to New Zealand.  I'd love to go there.  Yeah.  And you're saying you didn’t get a chance to see me at Grapevine because I scooted out pretty quickly.  I wasn’t actually feeling so great.  So, yeah, but I think that's it on the questions here.  Okay.  So, I have a C sharp/SQL Server 2000 application that takes about three to five minutes to do data insert operations for most of my clients, whether they are loading into a local or remote SQL Server.  But for three clients with remote SQL servers on multi-CPU, the same operation takes hours.  What could cause this?  Wow.  Three clients with remote on SQL Server multi-CPU.  The only thing - this to me, I would have to do some troubleshooting.  There's nothing that jumps out right at the top of my head here.  But the things that I would start looking for, I'd look at recovery models.  I would look at - I don’t know what your insert operations are.  Are they bulk operations or actual insert statements?  If they're actual insert statements, then you could be, and I'd hate to say this, but you could be hitting, since you specifically say a multi-CPU machine, you could be hitting maybe some type of parallelism bug.  So, maybe a test to try, something I would at least try, is to turn off parallelism and see if that solves the problem.  If it does, the only thing that's negative, you can't turn off parallelism for inserts.  At least there's no way that I'm aware of, because insert statements don’t support the max stop option.  At least I don’t think they do.  So, those would be the things I would look into.  
Again, I don’t have a quick answer for you but my gut feeling is, maybe parallelism issues and I would turn off what's called the max degree of parallelism for your server, which is an ST configure option.  I would maybe give that a shot and see if that solves your problem.  And if so, then I would probably argue talking to PSS, actually opening a case with them.  But there's nothing that jumps out at me.  I mean there is one thing that jumps out at me and it could be a splitting issue because when you have poorly chosen clustered indexes - like let's say your clustered index is on a GUID, then you could be causing a lot of splitting and that could be causing a lot of fragmentation, and maybe you're having some disk issues there.  So, I don’t have a great answer for you though.  And anything else?
Janet:
Hey, Kimberly, can I interrupt you for just ____________?
Kimberly L. Tripp:
Oh, yeah.  I guess technically you have to do all your wrap-up.  I'm sorry.  I'll shut up, look at the questions, and then we'll wrap up.  Sorry, Janet.
Janet:
Well, that's okay.  We don’t have too much to go through real quick.  I just - everyone's submitting their questions right now so - and Kimberly's blog is posted there so just so everyone can see that.  I'll just point out that you can do a print to PDF with these slides, so if anyone wants to get any of this information off of there, you can do that, print your PDF by going to the file and print navigation bar.  So, I just want to get that survey posted so people will have a chance to fill that out before we log out, while you're doing these questions, Kimberly.  So, if you don’t think you're going to go into anymore application sharing, I’ll post that up for everyone.
Kimberly L. Tripp:
I don’t think so, yeah. 
Janet:
Okay.  Perfect.  So, I'll just remind everybody, too, that not only is your feedback valuable, but you'll also be entered into this drawing to win this Creative Zen Portable Media Center, so just that little incentive there, as well.  And you should be seeing that survey in your site area now, so please take a moment to fill it out before we log out, while Kimberly's wrapping up with these questions here.  I'll just point out, Kimberly is a little stunt devil up there and they're now presenting you ____________ 

Kimberly L. Tripp:
Oh, you had to point that out, didn’t you?  That's me when I was two years old, standing on my tricycle.  I just was creative today.  So, how are we doing?

Janet:


Do we have any more questions there?

Kimberly L. Tripp:
I'm going through them.  Maybe it was row ID, not row number, can't remember.  I'm not sure what the reference is though.  I've now forgotten what the reference was.  More info is what I'm going to ask for here.  We're getting close.  I mean I don’t have too many technical questions, I think, left.  I think we're really down to the end here.  I've got a lot of thanks, which is awesome.  You guys are so nice.  Thank you.  This has been - I mean I always - every day I get on with Janet or Mary, and right before I start, I'm like, "Oh, I'm so nervous.  I don’t know if I have enough materials."  They always laugh at me, going, "Yeah, like you don’t have enough material."  But it's been fun.  It's really been a lot of fun.
Janet:
It never seems to be a problem to fill up the time, right Kimberly?

Kimberly L. Tripp:
Never, never.  That's funny.  If I have an MSDN subscription, you can get to developer, that's right, and it's actually downloadable already, isn't it?  That's a great point.  Who wrote that.  I'm not sure how to say your name.  Magrimsly, that's interesting.  I like that name.  Okay.  But anyway, that is true.  If you have an MSDN subscription, it I believe, has already been posted to MSDN for download there.  So, if you guys are MSDN universal subscribers, you probably have a way to do that.  Oh, okay.  So, this - I see what you're asking now.  Oracle's row number, the SQL Server has something similar.  Yes, actually great question.  SQL Server 2005 has a - actually, a myriad of new transact-SQL features around row number, ranking, dense rank, and all sorts of stuff.  Of top of my head, I can't remember everything.  I've actually demoed it.  I've played with it.  I know how all of them work, but I just - it's row number and ranking functions.  And I know is that Itzik’s white paper on MSDN, he actually has a ton of little samples and how to use them, and everything.  
So, SQL Server 2005, the person you're looking for is Itzik Ben-Gan, and he did a Transact-SQL, new features while paper, and actually, I'm going to post this to everyone with the link here in just one second.  I think I can find this pretty quickly.  Msdn.microsoft.com and then - one of the things - oh, I'm not going to do application sharing 'cause that'll mess you up.  But on msdn.microsoft.com, if you go to the library and you go into servers and enterprise developments, then you can find all the white papers right there.  And let me grab the link to Itzik’s whitepaper named SQL Server 2005 Transact-SQL Enhancements.  Okay.  So, SQL Server 2005, transact-SQL enhancements, and let me post it into the - post to all.  Okay.  So, now you guys have that and wow, I hate leaving eight minutes to spare, but there's no other technical questions in our cue, Janet.  We may finish early.  I told you we might finish early.  
Janet:
Wow, okay.  Well, if there's no other questions, I guess we can wrap it up.  I'd like to just thank everybody for attending ten of these series, or sessions in this series.  If you didn’t get to see the other ones, they are all posted, so you can to go Microsoft.com/webcast/ondemand, and everything is posted there for this whole series there.  So, I'll just remind everybody once again that your feedback is valuable, so please do take a moment to fill out that survey prior to logging out, and with that, I'd just like to extend a special thanks to Kimberly for this wonderful series, and this concludes today's Microsoft Live Meeting.  I'd like to thank you all for joining us.

Kimberly L. Tripp:
Thanks a lot, everyone.

Janet:
You may all now disconnect from the audio portion of this event.

[End of Audio]
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